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Abstract hosts may be required. As a result, the performance bottle-

Cluster Computing imposes heavy demands on the Com_neCk of the network Severely limited the potential of cluster
munication network. Gigabit Ethernet technology can computing. Recent emerging high speed networks such as
provide the required bandwidth to meet these demands.Asynchronous Transfer Mode (ATM), Fibre Channel (FC),
However, it has also shifted the communication bottleneck and Gigabit Ethernet change the situation somewhat.
from network media to protocol processing. In this pa-  These high speed networks offer raw bandwidth ranges
per, we present an overview of Gigabit Ethernet technology from 100 megabits per second (Mbps) to 1 gigabit per sec-
and study the end-to-end Gigabit Ethernet communication ond (Gbps) satisfying the communication needs of many
bandwidth and latency. Performance graphs are collected parallel applications. However, the maximum achievable
usingNetPipe which C|ear|y show the performance char- bandwidth at the application level is still far away from
acteristics of TCP/IP over Gigabit Ethernet. These indi- the theoretical peak bandwidth. This major roadblock to
cate the impact of a number of factors such as processor achieving high speed cluster communication is caused by
speeds, network adaptors, versions of the Linux Kernel andthe time required for the interaction between software and
device drivers, and TCP/IP tuning on the performance of hardware components.

Gigabit Ethernet between two Pentium 11/350 PCs. Among  In this paper, we discuss the communication perfor-
the important conclusions are the marked superiority of the mance attainable with a PC cluster connected by a Giga-
2.1.121 and later de\/e|opment kernels and 2.2.x produc- bit Ethernet network. Glgablt Ethernet is the third genera-
tion kernels of Linux and that the ability to increase the tion of Ethernet technology and offers raw bandwidth of 1
MTU beyond the Ethernet standard of 1500 could signifi- Gbps. The focus of this work is to discuss the Gigabit Eth-

cantly enhance the throughput attainable. ernet technology, to evaluate and analyze the end-to-end
communication latency and achievable bandwidth, and to
1 Introduction monitor the effects of software and hardware components

Cluster computing, such as that possible with Beowulf on the overall network performance. _ _
class clusters, offers great potential for increasing the  This paper is organized as follows. Section 2 gives an

amount of computing power and communication resources Overview of Gigabit Ethernet technology. In Section 3, we
available to large scale applications. It is likely that the describe the hardware and software test environment. In

combined computational power of a cluster of powerful Section 4, the end-to-end TCP communication characteris-
PCs connected to a high speed network may exceed afics are presented. Finally, conclusions and a discussion of
stand-alone high performance supercomputer. future work are presented in Section 5.

. Running large scale parallel appllcatlorjs on a cluster 2 An Overview of Gigabit Ethernet Technol-
imposes heavy demands on the communication network.

Therefore, in the early 1970's, one of the design goals for ng,
cluster computing was to limit the amount of communica- _ Gigabit Ethernet, also know as IEEE Standard 802.3z,

tion between hosts. However, due to the features of somelS the latest Ethernet technology. Like Ethernet, Gigabit

applications, a certain degree of communication between Ethernet is a media access control (MAC) and physical-
layer (PHY) technology. It offers one gigabit per second
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puting ATM Research Network (OCARnet), and through the Ohio Board qar 19 achieve 1 Gbps, Gigabit Ethernet uses a modified
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existing Ethernet technologies, Gigabit Ethernet uses thework collides with another frame. Timing becomes crit-
same IEEE 802.3 Ethernet frame format, and a compatibleical if and when a collision occurs. If a collision occurs
full or half duplex carrier sense multiple access/ collision during the transmission of a frame, the MAC will stop
detection (CSMA/CD) scheme scaled to gigabit speeds. transmitting and retransmit the frame when the transmis-
Like its predecessor, Gigabit Ethernet operates in ei- sion medium is clear. If the collision occurs after a packet
ther half-duplex or full-duplex mode. In full-duplex mode, has been sent, then the packet is lost since the MAC has
frames travel in both directions simultaneously over two already discarded the frame and started to prepare for the
channels on the same connection for an aggregate bandnext frame for transmission. In all cases, the rest of the
width of twice that of half-duplex mode. Full duplex net- network must wait for the collision to dissipate before any
works are very efficient since data can be sent and receiveddther devices can transmit.
simultaneously. However, full-duplex transmission can be  In half-duplex mode, Gigabit Ethernet's performance
used for point-to-point connections only. Since full-duplex is degraded. This is because Gigabit Ethernet uses the
connections cannot be shared, collisions are eliminated. CSMA/CD protocol which is sensitive to frame length.
This setup eliminates most of the need for the CSMA/CD The standard slot time for Ethernet frames is not long
access control mechanism because there is no need to deenough to run a 200-meter cable when passing 64-byte
termine whether the connection is already beingused. ~ frames at gigabit speed. In order to accommodate the tim-
When Gigabit Ethernet operates in full duplex mode, it N9 Problems experienced with CSMA/CD when scaling
uses buffers to store incoming and outgoing data frames half-duplex Ethernet to gigabit speed, slot time has been
until the MAC layer has time to pass them higher up the extended to guarantee at Iea;t a 512-byte slot' time using a
legacy protocol stacks. During heavy traffic transmissions, t€chnique callegarrier extension The frame size is not
the buffers may fill up with data faster than the MAC can changed; only the timing is extended.
process them. When this occurs, the MAC layer prevents  Half-duplex operation is intended for shared multista-
the upper layers from sending until the buffer has room to tion LANs, where two or more end nodes share a sin-

store more frames; otherwise, frames would be lost due to9l€ port. Most switches enable users to select half-duplex
insufficient buffer space. or full-duplex operation on a port-by-port basis, allowing

In the event that the receive buffers approach their max- 45€'S o migrate from shared links to point-to-point, full-
imum capacity, a high water mark interrupts the MAC con- duplgx Imks when the}’ are ready. .
trol of the receiving node and sends a signal to the sending  Gi9abit Ethernet will eventually operate over a variety
node instructing it to halt packet transmission for a speci- ©f ¢@bling types. Initially, the Gigabit Ethernet specifi-
fied period of time until the buffer can catch up. The send- C&tion supports multi-mode and single-mode optical fiber,
ing node stops packet transmission until the time interval @nd short haul copper cabling. Fiber is ideal for connec-
is past or until it receives a new packet from the receiving fVity between switches and between a switch and high-
node with a time interval of zero. It then resumes pack- SP€€d server because it can be extended to greater length
ets transmission. The high water mark ensures that enougtnan copper before signal attenuation becomes unaccept-

buffer capacity remains to give the MAC time to inform aple a_nd it is more reliable than copper. In .June 1999, the
the other devices to shut down the flow of data before the Gigabit Ethernet standard was extended to incorporate cat-

buffer capacity overflows. Similarly, there is a low water €9°rY S unshielded twisted-pair (UTP) copper media. The
mark to notify the MAC control when there is enough open first switches and networkllnterface cards (NICs) using cat-
capacity in the buffer to restart the flow of incoming data. €901y 5 UTP became available at the end of 1999.
Full-duplex transmission can be deployed between ports 2.1  Enhanced CSMA/CD
on two switches, a workstation and a switch port, or be-  The MAC layer of Gigabit Ethernet uses the same
tween two workstations. Full-duplex connections cannot CSMA/CD protocol as defined in IEEE 802.3. As a resullt,
be used for shared-port connections, such as a repeatethe maximum network diameter used to connect nodes is
or hub port that connects multiple workstations. Gigabit [imited by the CSMA/CD protocol.
Ethernet is most effective when running in the full-duplex, IEEE 802.3 (10BaseT) defined the original CSMA/CD
point-to-point mode where full bandwidth is dedicated be- mechanism. This scheme ensures that all nodes are granted
tween the two end-nodes. Full-duplex operation is ideal access to a physical media on a first come, first serve ba-
for backbones and high-speed server or router links. sis. The maximum network diameter in 10BaseT is limited
For half-duplex operation, Gigabit Ethernet will use the to 2000 m. This distance limitation is due to the relation-
enhanced CSMA/CD access method. With CSMA/CD, the ship between the time (also known as slot time) required to
same channel can only transmit or receive at one time. A transmita minimum frame of 64 bytes and the ability to de-
collision results when a frame sent from one end of the net- tect a collision (a limit known as propagation delay). When



a collision occurs, the MAC layer detects it and sends a halt only marginally better than 100BaseT.
signal to cause the transmitting nodes to stop transmitting  To gain back some of the performance lost due to car-
and enter a backoff phase prior to retrying transmission.  rier extension, NBase Communication (Chatsworth, Cali-
When the IEEE defined 802.3u (100BaseT) in 1994, fornia) proposed a solution known as packet bursting. It
it maintained the Ethernet framing format and raised the is essentially a modification to the carrier extension pro-
speed limit to 100Mbit/s. As the bit rate increases, the time cedure. The idea is to transmit a burst of frames every
needed to transmit a frame is reduced by a factor of 10. time the first frame has successfully passed the collision
This implies that the network diameter is decreased from window of 512 bytes. Carrier extension is only applied
2000 m for 10BaseT to 200 m for 100BaseT. to the first frame in a burst. This essentially averages the
Since IEEE 802.3z represents another tenfold increasewasted time in the carrier extension symbols over the few
in bit rate as compared to 100BaseT, the network diameterframes that are transmitted. Packet bursting substantially
is further reduced by another factor of 10 . But, a network increases the throughput and does not change the dynam-
diameter of 20 m is clearly too short for most network con- i¢s of the CSMA/CD algorithm. It only slightly modified
figurations and is thus impractical. In addition, this dis- the existing MAC definition.
tance is even less !f delays in active componentls sqqh asy Testing Environment and Network Pa-
repeaters are considered. Moreover, with today's silicon
technology, it is not yet feasible for vendors of repeater rameters

Chips Operating with a 25 MHz clock to scale up to Operate This section describes the testing environment for the
with a 250 MHz clock. communication benchmarking that we conducted. First,

we will present the hardware and software environment.
Next, we present how TCP parameters are tuned to accom-

redefined the MAC layer for Gigabit Ethernet and intro- T , .
duced a mechanism that will preserved the 200 m collision Modate gigabit speeds and discuss some performance is-
sSues related to TCP.

domain of 100BaseT. This is necessary because two nodes;,
which are 200 m apart, will not be able to detect a collision 3.1 Hardware
when both simultaneously transmit a 64 byte-frame at gi- The experiments conducted to evaluate the commu-
gabit speed. This inability to detect collisions will eventu- nication latency and throughput were performed on a
ally lead to network instability. cluster of two Pentium Il PCs running at 350MHz with
The mechanism to preserve the 200 m network diame- 64MB 100MHz (PC100) SD-RAM. The PCs are con-
ter is known ascarrier Extension Carrier extension, de- nected back to back via Packet Engine GNIC-II Gigabit
veloped by Sun Microsystems Inc. ( Mountain View, Cali- Ethernet adaptors installed in the 33MHz PCI slot. The
fornia), is a way of maintaining IEEE 802.3 minimum and machines are also connected together through an SVEC
maximum frame size with a meaningful network diameter. 5 port 10/100 Mbps autosensing/autoswitching hub via
The resultant mechanism leaves the CSMA/CD algorithm 3Com PCI 10/100 Mbps Ethernet Cards (3c905B). The
unchanged. Carrier extension increases the slot time to 512machines are isolated from other network traffic. This is
bytes rather than the 64 bytes defined in IEEE 802.3. If the important for the accuracy of the tests. In later tests, we
frame is shorter than 512 bytes, then it is transmitted in a Swapped the GNIC-II adaptors for Alteon ACEnic adap-
512 byte window and the transmitted frame is padded with tors. In addition, several tests were performed using a
carrier extension symbols. Celeron processor running at 300 MHz with 66 MHz bus
Upon receipt of a frame carrying carrier extension sym- overclocked to 100MHz thus giving an effective processor
bols, the entire extended frame is considered for collision SPeed of 450MHz.
and dropped if necessary. However, the Frame Check Se-3.2 Software
quence (FCS) is calculated only on the original (without ~ The machines run RedHat Linux. Several versions of
extension symbols) frame. The extension symbols are re-the Linux kernel were installed and tested. The kernel ver-
moved before the FCS is checked by the receiver. So, thesion used for benchmarking will be indicated later in the
logical link control layer is not even aware of the carrier performance graphs.
extension. The software program used to test the communication
Carrier Extension wastes bandwidth. For example, a performance wasletPipe (version 2.1) [1]. NetPipe
small packet of 64 bytes will have 448 padding bytes is a network performance analysis tool developed at Ames
of carrier extension symbols. This clearly results in low Laboratory. It provides accurate and useful informa-
throughput and an increased collision rate which may in- tion to reveal the network performance for each differ-
crease the number of lost frames. In fact, for a large num- ent block size. This program can be obtained from
ber of small packets, the Gigabit Ethernet throughput is ftp://ftp.scl.ameslab.gov/pub/netpipe

As a consequence, the IEEE 802.3z working committee



NetPipe increases the transfer block size from a single policy, can help to overcome these limitations. The re-
byte to large blocks until transmission time exceeds 1 sec-ceiving TCP sends back SACK packets to the sender in-
ond. Specifically, for each block size three measure-  forming the sender of data that has been received. The
ments are taken for block sizes p bytes,c bytes ana+p sender can then retransmit only the missing data seg-
bytes, wherep is a perturbation parameter with a default ments. RFC 2018, TCP Selective Acknowledgments
value of3. This allows examination of block sizes that are (SACK), is in the process of being standardized. Fur-
possibly slightly smaller or larger than an internal network ther information on SACKs could be obtained from [10]
buffer. NetPipe clearly shows the overhead associated http://www.aciri.org/floyd/sacks.html .
with different protocol layers, in particular TCRetPipe Linux kernel 2.0.x supports path MTU discovery but
was also slightly modified locally to replace the read/write neither RFC1323 nor SACKs are supported. For Linux
system calls with send/recv system calls. This improved kernel 2.1.x and later, the TCP/IP suite has been upgraded
the robustness of the code with experimental drivers. to meet the extensions specified in RFC 1323, SACKs, and
33 Network Parameters path MTU discovery. Two socket buffers sizes, 64KB and
Since TCP was originally engineered to provide a gen- 128KB, were used for benchmarking. Note that the maxi-
o o mum socket buffer size is 64KR (x 32K B where 32KB
eral transport protocol, it is not by default optimized for

S - isthe defaul ket size) in Linux kernel 2.0. 128KB
streams of data coming in and out of the system at high 's the default socket size) in Linux kernel 2.0.xand 128

o (2 x 64K B) in Linux 2.1.x and later. In addition to RFC
trangmlssfmn rgtﬁs (e.fg 1Gbps). The RFZC on Tng{lP Ex- 1323, we also set thECP.NODELAYoption to disable the
tszr:s;?r_;_scsr :r'gm;?rs:;nﬁ:ce (RFC ]}3 3 [9)) de |n|es a “Nagle” effect, which delays transmission of small pack-

. b prove periormance over argeets, so that we do not get overestimates of performance.
bandwidth x delay paths and provide reliable operations
over high speed paths. Systems that need to comply with4 Performance Results
RFC 1323 can be configured in the following ways: For the purpose of this paper, we are interested in

] __ how network adaptors and processor speeds affect giga-

o Systems must use Path MTU Discovery specified in pt throughput, how TCP/IP performs on Gigabit Ethernet

RFC 1191. It allows the largest possible packet size petworks, what is the impact that different versions of the

to be set, rather than the default of 512 bytes. Linux kernel and device drivers have on Gigabit Ethernet
throughput, and what is the maximum attainable through-
put and minimum latency that can be achieved for our sys-
tem configuration.

The throughput graph is plotted using throughput ver-
sus transfer block size. Throughputis reported in megabits
per second (Mbps) and block size is reported in bytes
since they are the common measurements used among ven-
dors. The throughput graph clearly shows the throughput
for each transfer block size and the maximum attainable
throughput. The throughput graph combined with applica-
tion specified requirements will help programmers to de-
cide what block size to use for transmission in order to
maximize the achievable bandwidth.

Another important network performance measure is la-
tency. InNetPipe , the latency is determined from the
signature graph. This graph is plotted using throughput per
second versus total transfer time elapsed in the test. The

In addition’ TCP may experience poor performance network Iatency coincides with the time of the first data
when multiple packets are lost from one window of data. Pointon the graph.

With the limited information available from cumulative ac- In the remainder of this section, we present a detailed in-
know|edgmentsl a TCP sender can On|y learn about a Sin-Vestigation of Glgablt Ethernet performance on the testbed
gle lost packet per round trip time. An aggressive sender described earlier.

could choose to retransmit packets early, but such re-4.1 Kernel Comparison

transmitted segments may have already been successfully The graphsin Figure 1 show the performance of GNIC-

received. A Selective Acknowledgment (SACK) mech- |l Gigabit Ethernet adaptors for different versions of the

anism, combined with a selective repeat retransmissionLinux kernel. In these tests, we used the Hamachi v0.07

e The host systems must support RFC1323 "Large Win-
dows” extensions to TCP. This RFC defines a set of
TCP extensions to improve performance over large
bandwidth x delay paths and to provide reliable op-
eration over high-speed paths.

e The host system must support large enough socket
buffers for reading and writing data to the network.
Without RFC1323 “Large Windows”, TCP/IP does
not allow applications to buffer more the 64KB in
the network, which is inadequate for almost all high
speed paths.

e The application must set its send and receive socket
buffer sizes (at both ends) to at least thedwidth x
delay product of the link.
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Figure 2: Effects of Fixing the TCP-ACK Problem

driver for the GNIC-II and the socket size is set to 64KB. kernel 2.2.1. This performance anomaly is related to the
This is because the maximum socket size in kernel 2.0.35size of MTU (1500). As we will see later, this performance
is only 64KB and the Hamachi v0.07 was the only driver drop will be shifted to the right as we increase the MTU
available at that time. We have modified the Hamachi size. However, the cause of this anomaly is yet to be de-
v0.07's descriptor length to 32 for the send list and 64 for termined. Regardless of which kernel versions is used, the
the receive list instead the default size of 16 and 32. latency is roughly 135 — 140seconds.

In kernel 2.0.35, the maximum attainable throughput  Linux kernel 2.2.5 has many severe drops in the perfor-
was approximately 226 Mbps for message size of 191KB. mance curves. These are caused by Linux kernel delayed
However, from the figure, we also see that there is a 80% TCP acknowledgments even when the TRBDELAY
drop in performance for transfer block size ranges from flag was set. Using Andrea Arcangeli's proposal
32KB to 64KB. This probably related to the maximum we modified the Linux TCP suite and were able to get
default TCP socket buffer size of 32KB. We see that this smoother throughput graphs although the peak throughput
problem is eliminated when the maximum default TCP was marginally reduced . Figure 2 shows the throughput
socket buffer size is increased to 64KB in Linux kernel and signature graphs of the modified TCP driver.

2.1.x. 4.2 Processor Comparison

Using kernel 2.1.x and kernel 2.2.1, the curves are free  Three types of processors were tested to see how pro-
of severe drop out. The maximum attainable throughput cessor speed effects the GNIC-Il Gigabit Ethernet through-
for these graphs is approximately 310 — 322 Mbps for put and latency performance.

transfer block sizes greater than 1MB. T — .
A detailed discussion of TCP acknowledgment problem can be found
The sudden drop of performance (roughly 20-30 MbpS) i htp://inux.ucs.indiana.edu/hypermailllinux/kemel/9903.0/0208. htm

at 3KB is consistent across kernel 2.0.x, kernel 2.1.x, and and http:/www.icase.edu/coral/LinuxTCP.html
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Figure 4: Hamachi Driver Comparison with TCP Socket Buffer of 128KB

In Figure 3, we see that faster processors can at- performance. Figure 4 plots the throughput performance
tain higher throughput for large transfer block sizes, that results using socket buffer size of 128KB. The correspond-
is blocks greater than 1MB. The maximum attainable ing signature graph is also plotted.
throughput is approximately 348 Mbps for the Celeronand ~ Hamachi driver versions v0.07 and v0.08 were written
the Pentium Il 450 and 320 Mbps for the Pentium Il 350. by Donald Becker. Hamachi v0.13, v0.14, and v0.07p are
This is largely due to the fact that faster processors canall based on Donald Becker's Hamachi driver. Hamachi
process the protocol stacks and calculate TCP checksum«0.13 and v0.14 were written by Eric Kasten. Hamachi
faster than the slower processors. Note that we are not ob-v0.07p is written by Pete Wyckoff. In general, the later
taining the 29% increase in throughputto 411 Mbps which versions were created to enhance stability and robustness
one would expect for a 450 MHz processor, if the proces- rather than to increase throughput. However versions
sor speed were the only or dominant factor in attainable v0.14, and v0.07p support hardware checksumming on the
throughput. For transfer block sizes less than 4KB, the per- receiving side.
formance is approximately the same for all the processors Hamachi drivers, which support hardware checksum-

tested. This is because the latency, approximat8by: ming, have better performance as evidenced by the graphs.

seconds, is dominating the throughput for these smaller For example, incorporating hardware checksumming in

transfers. v0.07 raises the peak throughput from 280 Mbps for v0.07
The experiment clearly shows that processor speed is ato 320 Mbps for v0.07p. The latency, however, has re-

factor in Gigabit Ethernet network performance. mained consistent throughout all Hamachi drivers.

4.3 Driver Comparison 4.4 MTU Comparison

In this section, we show results of experiments to deter-  To preserve compatibility with 10 Mbps and 100 Mbps
mine how different versions of the Hamachi drivers affect Ethernet, the Gigabit Ethernet standard still limits the Max-
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Figure 5: MTU Comparison with TCP Socket Buffer of 64KB
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Figure 6: MTU Comparison with TCP Socket Buffer of 128KB

imum Transmission Unit (MTU), that is the maximum nel. In addition to improving the throughput, one would
frame size that can be transmitted, to 1500 bytes. Stan-expect that a larger MTU would also reduce the load on
dards bodies are reluctant to change this since, among othethe CPU by reducing the number of frames, which would
issues, they wish to avoid the complications in specifying need to be processed for large message sizes. As a result
how larger frames transitioning from networks with MTU  of these factors, some companies, notably Alteon, have en-
greater than 1500 to ones with MTU of 1500 should be hanced the Gigabit Ethernet functionality by adding a fa-
handled. This would be a fairly widespread transition if cility to support MTUs and hence frame sizes greater than
Gigabit Ethernet supported MTUs greater than 1500, since 1500 bytes. Alteon coined the name Jumbo Frames for this
the slower Ethernet standards do not. One of the commonfunctionality, and their network interface cards (NICs) and
uses for Gigabit Ethernet is expected to be in aggregatingswitches support Jumbo Frames of up to 9000 bytes.
switches which take multiple 100 Mbps input streams from To confirm these hypotheses about performance, we
workstations and output to other Gigabit Ethernet switches tested the Alteon ACEnic adaptor, using different MTU
on a gigabit link. An efficient implementation of Gigabit sjzes. Figure 5 and Figure 6 show the throughput using
Ethernet with MTU greater than 1500 bytes would proba- socket buffer sizes of 64KB and 128KB, respectively.
bly require switches to resegment Ethernet frames greater There are three interesting observations from these fig-
than 1500 bytes and recompute the checksums. This wouldyres, The maximum achievable throughput is approxi-
add to the cost of switches. mately 470 Mbps which is obtained using 128KB socket
It is to be expected that high speed networks such asbuffer size and MTU equal to 9000 bytes. However, for
Gigabit Ethernet would benefit from an MTU larger than socket buffer size equal to 64KB, the maximum achiev-
1500. This is an effect which has been noted for other high able throughput is only 380 Mbps and the optimal MTU
speed networks, such as FDDI, ATM [12] and Fibre Chan- is equal to 3500 bytes rather than 9000 bytes. These re-
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sults confirm the hypothesis that large socket buffers andadaptor. In fact, ACEnic is about 11% higher in throughput

large MTU will give the better throughput. However, for and 15% lesser in latency than GNIC-II.

socket buffer size less than or equal to 64KB, the maxi-  From these figures, it is also clear that Gigabit Ethernet

mum MTU should only be set to roughly 3500 bytes. In outperforms ATM, Fibre Channel and Fast Ethernet by an

fact, for MTU greater than 3500 bytes, sending messagesorder of magnitude. However, Fast Ethernet has the lowest

of size greater than 1MB using 64KB socket buffers will latency among these competing network technologies.

result in decreased performance. 5 C lusi
The second observation is the effect of MTU on the onc ‘45'0_“ ,

anomaly mentioned earlier. We observed that the drop at  Communication performance is affected by a number

3KB for 1500 bytes MTU starts to shift as we increase the °f factors, including CPU speed, /0 speed, bus architec-
MTU size regardless of socket buffer size. ture, network adaptors, device drivers, and protocol stack

The third observation is the performance drop for block p.roc'e.ssing. While most of these factors do not contribute
size greater than 64MB. This is not a surprise at all since significantly to the performance of slower networks, they

our machines are only equipped with 64MB of memory begin to become factors in high speed networks.

and thus we are seeing the bandwidth limitation of access- Y]ve IstudieGd' thg' eénﬁrging agq ptrjprr;srilng high spged
ing virtual memory on disk rather than the limitation of net- tﬁc bno ggY’d hlga 'F é ernet. hlgz it tdern::t provi esd
work throughput. However, this observation further con- the bandwidth required to meet the demands of current an

firms that processor speed and memory will become net- futurg applications. However, it has also s_hifted the com-
work bottlenecks in a cluster connected via Gigabit Ether- mudnlcafttlv(?ln bottleneck from Ingtwqu mled"'?‘ to hardvr\]/are
net since it will be faster to access remote data throughthean software components.' tis grmca to improve t \ese
network rather than local data on disk. components in order to achieve high speed tran§m|§S|on.
Figure 5 and Figure 6 also show the signature graphs for In this paper, a detailed S.tUdY of the communication |a-
socket buffer sizes equal to 64KB and 128KB respectively. te.ncy and throughput of Gigabit Ethernet was presented
The latency for a single byte ranges frorfi7, to 248y with emphasis on the TCP/IP protocol stack processing.

seconds for a 64KB socket buffer and framo ., to 249 ;/arlck)ug_ Llan;(éte;]rnel ind dfewczr(]j:(\a/elrts V\;esrig?lgr'goégfﬁgt
seconds for a 128KB socket buffer. rack &igabi ernet periorm W u

) Gigabit Ethernet performance was significantly enhanced
4.5 High Speed Networks Comparison by the improved TCP/IP implementations in the 2.1.121
In this section, we will compare the performance of var- and later Linux development kernels and the 2.2.x pro-
ious high speed network technologies. Figure 7 shows theduction kernels. The effect of processor speed on Gigabit
comparison graphs. We remark that these are less scienEthernet throughput was analyzed and it was shown that,
tifically rigorous results, since the tests of ATM and Fibre although improved performance was obtained with faster
Channel were performed on Hewlett-Packard C180 proces-processors, the improvement in performance was not pro-
sor with 128 MB of memory rather than on the PCs used portional to the increase in processor speed. This leads to
for the Gigabit Ethernet tests. the conclusion that processor speed is not the major bottle-
From the figures, it is clear that the ACEnic adaptor neck in obtaining improved throughput.
has higher throughput and lower latency than the GNIC-Il  The performance results of two network adaptors,



ACEnic and GNIC-Il, were also presented. In order to
tune the TCP/IP protocol for high speed networks, we an-
alyzed the effects of a number of TCP parameters and in-
dicated the optimal values for our test environment. We
also showed that the ability to increase the MTU beyond
1500, that is to transmit Jumbo Frames, could significantly
enhance the throughput attainable. More surprisingly, we
showed that the optimum choice of MTU was not always
the largest. In order to make the largest MTU selectable the
optimal choice, one also has to ensure that the TCP socket
buffer size is large enough.

We intend to continue tracking Gigabit Ethernet perfor-
mance for newer Linux kernels and device drivers. More
interestingly, newer developments such as M-VIA, an im-
plementation of the VI architecture for Linux, hold great
promise of reducing latency significantly and increasing
throughput to a lesser degree. Since the VI architecture
defines a lower overhead standard interface between appli-
cations and the network interface card, we believe it could
lessen the impact on high speed network performance of
the overhead of protocol processing.
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